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ABSTRACT
Advances in modeling, rendering and image manipulation
technologies have made it substantially more difficult to dis-
tinguish real photographs from computer generated images
(CGI). The hand-crafted features we’ve been exploiting thus
far are in constant need of updating, and each new observa-
tion is a rather time-intensive process. To address this, we
explored the possibility of learning some representation that
would be capable of discriminating between these two classes
directly from the image pixels themselves. Due to their re-
cent successes in other image processing and visual recog-
nition domains, we propose the use of deep convolutional
neural networks (CNNs) for this task. We also introduce a
new dataset, consisting of approximately 100,000 content-
matched image patches in each class (CGI, photograph) for
a total dataset of roughly 200,000 patches.
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1. INTRODUCTION
Advances in modeling, rendering and image manipulation
technologies have made it substantially more difficult to dis-
tinguish real photographs from computer generated images
(CGI). This progress is viewed positively from the perspec-
tive of the artist, who has far more flexibility in terms of
the styles that he or she is able to mimic or produce. How-
ever, these advances are problematic from legal and ethical
standpoints, where it is imperative that we be able to re-
liably differentiate between original photographs and those
that are synthetic or digitally manipulated.

Over the last few years, technological approaches have been
able to achieve impressively high levels of accuracy on this
task using hand constructed features with relatively simple
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Figure 1: Left shows artist Max Edwin Wahyudi’s
CGI rendering of Korean actress Song Hae Kyo.
Right is a photograph of the same.

classifiers like SVM. Most recently, [9] proposed the classi-
fication of CG and photographic images using Local Binary
Pattern(LBP) statistics with SVM classifier. They have
claimed to achieve an accuracy of 98.3%.

Despite this state-of-the-art performance, advances in both
technology and technique continue to pose new challenges
for classification. Several studies [3, 4, 2] found that hu-
mans were able to reliably differentiate between CGI and
real photographs, with accuracy hovering around 85% in
2012 [4]. However, the advances in computer graphics over
the last several years have dramatically hampered this per-
formance. By a similar study published in 2016 [7], human
observers could classify CGI with only approximately 60%
accuracy.

Despite the impressive results of our current hand-constructed
approaches, such rapid improvement necessitates the transi-
tion to a more automatic feature learning process for this
task. Heavy reliance on hand-constructed features could
serve as a major threat to the image forensics community,
as it is neither desirable nor feasible to design new detec-
tion systems every time image details that could previously
be exploited are cleverly circumvented by those who aim to
make their syntheses imperceptible. The rapidly growing
image base also demands an efficient way to effectively pro-



cess and classify large quantities of vastly differing images,
which may not be possible with these necessarily constrained
approaches.

In response to these demands, we turned our attention to
the field of deep learning, which has shown considerable
promise over the past few years in similar visual recogni-
tion domains – notably, image classification and semantic
segmentation. We note that the learned features of such
networks have demonstrated their ability to substantially
outperform hand-constructed features, while also exhibiting
some notion of automatic learning, which would allow the
nets to be effectively retrained each time new features are
required or desired. Noting this strong evidence, we hypoth-
esize that deep convolutional neural networks (CNN) could
be used as a tool to perform, and hopefully improve upon,
this task of classifying real world photographs and CGI.

Since there is currently no suitably large, labeled CGI dataset
available, we are limited in our ability to directly train a
neural net for this task. However, recent work has shown
fine-tuning to be a promising alternative for deep learning
in data-scarce domains, so we hope to develop suitable fea-
tures by adapting AlexNet[8] to this CGI classification do-
main. We seek to measure our binary (Photograph vs. CGI
(non-photograph)) classification accuracy obtained by 1) di-
rectly feeding images through our finetuned network, and 2)
training an SVM on the 4096-dimensional features extracted
from the penultimate layer (fc-6) of our network.

2. RELATED WORK
The results in [1, 6, 11] demonstrated that deep features
may be able to effectively generalize to a variety of tasks
and datasets. In [1], authors performed thorough experi-
mentation to show that the visual representations learned
using a large labelled dataset like ImageNet can be used for
tasks like object recognition on the Caltech-101 dataset[5],
domain adaptation on the Office dataset[10], subcategory
recognition on the Caltech-UCSD bird dataset and scene
recognition on the SUN-397 dataset. In each case, the deep
features performed better than other state-of-art techniques.
In one such case, we saw that 33% classification accuracy
is obtained even when there was only a single labeled ex-
ample per category. The R-CNN method [6] was also able
to achieve significant performance boosts after fine-tuning
a network trained (in a supervised fashion) on ILSVRC for
various data-scarce tasks like object detection on PASCAL
VOC.

Our task also requires that our features have some sort of
inter-domain discrimination ability. Figure 2 from [1] shows
exactly this potential, as it visualizes deep features for the
office dataset[10] images taken from Webcam and DSLR do-
mains. It can be seen that deep features cluster images based
not only on visual appearance, but also on the domain of the
image.

These results suggest that deep features may work well for
our case, given that we are attempting to solve a data-
scarce problem where the inputs come from different do-
mains. Thus, even though our samples may have similar
content, these deep features ought to be able to cluster them
separately and, subsequently, classify novel inputs based on

Figure 2: Visualization of the webcam (green) and
dslr (blue) domains, as shown in [1]

this separation.

3. DATASET
One of our biggest hurdles in this project is the lack of a pre-
existing dataset that is both relevant and sufficiently large.
Ultimately, our goal was to amass approximately 100,000
image patches for each class (CGI and photograph). This
creates a final dataset consisting of 200,000 patches. This
section outlines our acquisition and processing pipeline.

3.1 Image Collection
To create our binary classifier, we needed to collect a 2-part
dataset:

Photographs We were supplied with a dataset of approx-
imately 96 million photographic images, downloaded from
sites like Flickr (data courtesy of Professor Hany Farid).
These images spanned a wide range of semantic content; we
aimed to match this diversity in the CGI dataset as well.
We also collected roughly 2,000 additional photographic im-
ages in order to mirror the content bias found in the CGI
dataset, which was heavily weighted toward architectural
scenes (both interior and exterior).

CGI No established CGI dataset currently exists, so we
created our own. We initially intended to render our own
images using an Autodesk Maya cityscape model that was
made available to us (courtesy of Professor Hany Farid).
However, we had two main concerns about the dataset we
would amass through such an approach: believability and
homogeneity. First, the level of photorealism that we could
obtain with the provided architecture, texture maps, and
lighting models did not appear convincing enough to gen-
erate challenging cases for our network. Ideally, we wanted
to train our network on images that were challenging even
for a human to categorize. Second, the model featured a
very distinct style and relatively limited diversity of architec-
ture, scenes/objects, textures, lighting conditions, etc. Such
homogeneity may tempt the network to simply learn these
content-specific identifiers, rather than general features spe-
cific to the image type (photo vs. CGI)



Figure 3: Describes the data generation process for both training sets and all 3 testing sets.

To avoid these issues, we chose to collect our images from
individual artists (namely those in the Dartmouth Digital
Arts program), along with various sources around the web.
In particular, we used pictures generated by professional ren-
dering companies, such as Render Atelier or Maxwell Ren-
der, along with many personal portfolios, university com-
petition results, and creative content-sharing sites such as
cgtrader, Adobe Behance, and VRayWorld. Due to the na-
ture of these websites, the process-related content of the
posts, and the structure of the sites’ content tagging, we
are reasonably confident that all collected images are in fact
examples of CGI. This process also gave us the benefit of col-
lecting samples produced with varying software (Autodesk
Maya, Blender, ZBrush, 3DSMax) and renderers (Mental-
Ray, VRay, Corona, RenderMan).

It is worth noting that our process ended up consuming
much more time than expected, because it devolved into a
manual crawling effort. Small scripts often ended up collect-
ing many undesirable images, ranging from advertisements
or banners to actual photographs. Due to the quality of the
renders we were gathering, it was often very difficult and
time-consuming to verify the data and pick out any pho-
tographs that slipped into the CGI bin – hence, we opted
to shift the time-intensive part of the process to the direct
gathering. This way, we always saw the images in their re-
spective contexts, which allowed us to be more confident in
their classification. In the future, it would be ideal to create
a context-aware script that could more reliably assess the
nature of the images it was downloading.

3.2 Image Processing
After collecting sufficiently many CG images, we went through
the following steps to finalize our dataset: categorizing full
images, extracting patches, and extracting features. These
steps were conducted for both CG and photographic images.
Then, each CGI patch was matched with its ”nearest neigh-
bor” in the photo set, and both patches were moved to our
final dataset. Details for each step are outlined below:

Preliminary Image Categorization We fed each full im-
age through AlexNet (without fine-tuning), and allowed it to
be classified into one of the 1000 categories that AlexNet was
trained to recognize. We were not concerned with whether
or not the classification was correct – this step was sim-
ply meant to split the CGI/photo datasets into semantically
similar subsets. It was conducted to reduce the time com-
plexity of the last step (nearest neighbor search), so that
we didn’t have to search through nearly a billion unrelated
photo patches in order to find the best possible match for
a particular CGI patch. We intuited that patches from
semantically similar images would be more likely to pro-
vide good matches, so to reduce time complexity we parti-
tioned our image sets into bins numbered 1...1000 based on
AlexNet’s classification. Thus, our file structure had folders
CGI1..1000 and Photo1..1000. For simplicity moving forward,
we will consider one pair of corresponding class bins, CGIi
and Photoi. It is also important to note that AlexNet only
classified the CGI into 600 out of the 1,000 bins.

Patch Extraction From each image in CGIi and Photoi,



Figure 4: CGI patches (left) and their nearest neighbor photo match (right). Classes are grouped together,
but images are not necessarily in corresponding order, due to our file naming structure.

Image Type Training Set Testing Set Total
CGI 73,564 19,920 93,484
Photo 73,564 19,920 93,484
Full Set 147,128 39,840 186,968

Table 1: Summarizes the distribution of our image
patches over the training and test sets; both sets are
independent of one another.

we randomly extracted 20 patches of size 227x227 to use
in our final dataset. We chose to use patches instead of
full images to increase the size of our dataset while also
reducing the amount of spatial and contextual information
that could be exploited by the network, and increasing the
probability that we would be able to find a reasonably well-
matching patch in the complementary image set. The patch
size (227x227) was chosen to accommodate AlexNet’s archi-
tecture, whose fully connected layers expect input of this
size.

Feature Extraction We fed each individual patch through
AlexNet (without fine-tuning), and extracted the correspond-
ing features from the first fully connected layer (fc-6) of the
network. These features will be used by our nearest neighbor
pairing search (below) and the SVM.

Nearest-Match Pairing For each patch in CGIi, we did a
nearest neighbor search through all the candidate matches
in Photoi using the representative feature vectors extracted
from AlexNet in the previous step. We mapped in this order
(CGI to photo) because we had a far larger photo dataset
available to us, and we wanted to ensure that every instance
of CGI was matched and included in the final dataset. The
idea behind this pairing was to ensure that our dataset had
challenging examples where content was very similarly dis-
tributed between the two classes – thus, the network would
be forced to learn something specific about the differences
between CG and photographic images. A snapshot of our
paired datasets can be found in Figure 4.

3.3 Final Dataset
We had approximately 5,000 CG images contributing to
our fully processed database, where each image was of the
highest available resolution. We also classified and sampled
approximately 110,000 random photographs from Professor

Farid’s Flickr set, to ensure that there were enough can-
didate matches for each CG image while still maintaining
reasonable time complexity for things like nearest neighbor
search. We also included roughly 1,000 photographs that
were specifically chosen to balance out the semantic content
of the datasets. We excluded all images with either height
or width less than 227 pixels.

The pipeline was used to generate our Nearest Neighbor
(NN) training set with approximately 4,000 CG images. To
validate the necessity of this lengthy processing pipeline, we
also constructed a second training set as a baseline – this
training set contained the same 4,000 CG images, but the
corresponding photo set (of equal magnitude) was drawn
randomly from patches in the 400 class folders Photoi whose
corresponding bin CGIi did not contain CGI. This selection
process was meant to mimic the worst case of a randomly
constructed dataset, in which none of the content in the CGI
class overlapped with that in the photograph class. We refer
to this as the ”Complement” training set.

We also created 3 data sets that reflected different ”diffi-
culty” levels for our models: we refer to them as ”Easy”,
”Medium” and ”Difficult”. All 3 sets draw from the same set
of 1,000 CG images; the patches used in Easy and Difficult
are identical, but the ones used in Medium differ slightly as
they were generated separately. Otherwise, the main dif-
ference between these test sets were the photographs that
accompanied the CGI patches. The Easy test set refers to
a set that was constructed in a manner similar to the Com-
plement training set above: the photo patches were drawn
exclusively from the 400 folders whose corresponding CGI
folders were unpopulated. The Medium test set mimics our
NN training set, as each photo patch was selected based on
a CGI patch NN search. One thing to note is that our candi-
date photo set was significantly smaller during this process,
since we had to discard all remaining patches from images
that had been represented in the training set (to avoid a
trivial solution) – thus, the matches were not guaranteed to
be strong. This left us with a weaker Medium dataset than
desired, but would be easy to remedy in the future.

Lastly, the Difficult testing set contained photo patches ex-
tracted from an additional 1,000 photographs that were specif-
ically chosen to mimic the content biases of the testing CGI.
We matched the content of the images in each class so we



Figure 5: 2-D visualization of our 4096-D feature
space; 3 separate classes (spanning 4 semantic con-
tent categories) are represented here, with represen-
tative thumbnails flanking each class cluster. Note
that class 979 inherited both water and sky images,
but they cluster very distinctly in the representa-
tion. The thumbnails are an interpretive tool; while
they are drawn from the represented data, their
particular location on the image does not necessar-
ily correspond with the location of that thumbnail’s
representative dot in the visualization. Images do
not cover any data points in the visualization. All
images are labeled and framed in the appropriate
color for clarity.

could have a fair comparison of the network’s accuracy. How-
ever, much of the CG content is of things like modern inte-
rior design/architecture, and the corresponding photographs
available were often staged, professional shoots. Hence, they
ended up being aesthetically closer to the polished CGI than
they were to the casual Flickr photographs in our other
training and testing sets. Since the images are so diffi-
cult to distinguish visually, this dataset was meant to as-
sess whether our network was actually learning features that
were inherent to image type of CGI or photographs rather
than the content they featured.

Our construction ensured that each set of testing data for
both CGI and photographs were entirely independent of
those that the network had already seen during training,
eliminating a trivial classification mode. Each complete
dataset combination (1 of 2 training sets, and 1 of 3 test sets)
had 186,968 patches, split between 4 categories: CGI train-
ing, photo training, CGI testing, and photo testing. The
distribution is shown in Table 1. A full graphical overview
of this process can be found in Figure 3.

We acknowledge that there are several limitations of the
dataset we have collected, including the presence of water-
marks, content biases, heavy redundancy, and potentially
suboptimal nearest neighbor matches. We fully discuss these
shortcomings and our proposed solutions to each issue in the
Appendix.

4. EXPERIMENTS
4.1 t-SNE Visualization

As we saw in [1], deep features have the ability to cluster not
only similar looking images, but also images from the same
domain. We wanted to see if the fc-6 features we extracted
from AlexNet (without finetuning) had any inherent sepa-
ration between the two classes, so we also decided to create
a t-SNE visualization. The results of our visualization can
be seen in Figure 5.

As we can see, the images in our two sets are compara-
ble to one another, as images within distinct ImageNet class
categories (including both CGI and photos) cluster very dis-
tinctly according to their AlexNet representations. We also
see some separation between CGI and photos in the class
clusters, giving further validation to the idea that our net-
work will be able to differentiate between these image types,
since it seems that AlexNet is capturing very minute appear-
ance differences between photographic and CG images. It is
possible that the AlexNet features are also capturing some
differences between CGI and photos that can be generalized
to all the classes. To analyze this hypothesis, we used these
features to train a linear SVM. The results are discussed in
the following section.

4.2 SVM Classification via LIBLINEAR
From a non-finetuned AlexNet, we obtained the fc-6 features
for each image patch (photo and CGI) in our database. We
used these features to train a linear SVM for the task of bi-
nary classification – photo vs non-photo (i.e., CGI). We used
the LIBLINEAR library for our SVMs, which is available at
https://www.csie.ntu.edu.tw/~cjlin/liblinear/. Our
training set consisted only of the training set specified in
section 3.3. That is, we used features from 147,128 patches
(i.e. 73,564 patches from each of CGI and photo). Each fea-
ture is of 4096 dimension. Therefore, the size of our dataset
is 147128 X 4096. We also tried to train a linear SVM from
the LIBSVM package, but it was taking quite a long time
to train on our dataset, so we continued using LIBLINEAR
only.

Before feeding our data to the SVM, we first scaled all the
data so that each feature dimensions were in the range [0,1].
We scaled the data in a standard way, by subtracting the
mean value for each feature dimension, then dividing each
element by the standard deviation of the dimension values.
This was done to ensure that the training didn’t become
biased toward the dimensions with large values. We saved
the training mean and standard deviation vectors so that
we could scale the test set (as defined in Section 3.3) in
the same manner. We train the linear SVM classifier using
L2 regularization and L2 loss option. We then compute
classification accuracy on both train and test data. We also
analyse the accuracy corresponding to individual classes, for
both testing and training data.

The results we obtained using these non-finetuned features
can be seen in figure 6. We can see that the complemen-
tary training accuracy is at 100%, which is due to the fact
that, by construction, the CGI and photographs in the com-
plementary set are already distinct (semantically) according
to AlexNet. We also note that CGI accuracy is roughly
constant across all 3 test sets, since the images are identi-
cal in each case. Thus, the most insightful aspect of these
graphs is the photographic accuracy. We see that our Near-



Figure 6: % accuracy of SVM trained on un-fined tuned features of Nearest Neighbor (left) and Complemen-
tary (right) training datasets; each have been tested on the Easy, Medium and Difficult datasets.

est Neighbor training performs reasonably well on both Easy
and Medium datasets; however, our Complementary trained
SVM suffers a huge loss in performance beginning on the
medium set, because its content-based learning does not
know how to classify similar images in different domains.
The difficult test case proves challenging for both training
cases, however our NN training set gives roughly twice the
performance of the Complementary training set, suggest-
ing that we are forcing the SVM to learn something more
generalizable and domain specific. We hope fine-tuning our
network for our task should improve the accuracy.

4.3 Adapting AlexNet
To complete our finetuning, we modified the AlexNet[8] net-
work output, replacing the final 1000-way softmax layer with
a 2-way logistic regression classifier. We used a mini-batch
of size 256, and a fixed learning rate of 0.001. We refrained
from freezing any of the layers, so the entire network was
finetuned.

We finetuned 2 separate instances of the network: 1 with
our Nearest Neighbor training set, and 1 with the Comple-
ment training set. Our training loss graphs, with testing on
the Easy set, can be seen in Figure 7. While we trained
for 150,000 iterations (76 epochs), we found that in both
instances, overfitting began around 12,000 iterations. How-
ever, as seen in Figure 8, our peak accuracy on the Difficult
test set occurs around 16,000 iterations. Hence, we chose to
utilize the snapshot at 14,000 iterations (24 epochs) for our
following feature extraction experiments.

4.4 Repeating Initial Experiments
After finetuning our networks on both training sets, we again
created a t-SNE visualization to get a sense for the extent
to which our new feature vectors were able to separate CGI
from photographic images. As seen in Figure 9, there is
a much clearer delineation between the two image types in
each class. The most notable improvement is in the sky
category, where there is now a clean divide between the two

Training Set Test Set Total CGI Photo
NN No ft Easy 83.4 73.9 92.4

Med 81.8 72.2 91.3
Diff 51.5 73.9 29.0

NN ft Easy 81.9 75.1 88.6
Med 82.8 72.4 93.3
Diff 57.4 75.1 39.7

Comp No ft Easy 81.6 79.8 83.3
Med 75.1 100 50.1
Diff 46.29 79.8 12.8

Comp ft Easy 88.0 83.9 92.1
Med 75.6 83.2 67.9
Diff 48.4 83.9 13.0

Table 2: Percent accuracy of the SVMs for our test
sets on each of our 4 training cases.

classes that were previously very intertwined (Figure 5).

We also trained 2 more SVMs, following the process outlined
in section 4.2. Each SVM was trained on one of the two
training sets: NN and Complement. The feature vectors we
used to describe the inputs to each SVM were those defined
by the fc6 layer of the finetuned network corresponding to
the training dataset of the SVM. That is, the SVM trained
on the NN dataset took testing and training input described
using the fc6 features from the network finetuned on NN;
the SVM trained on the Complementary dataset used the
fc6 features of the Complement network. Our training ac-
curacy for each of these two models can be seen in Figure
10. We note that the Complementary training accuracy is
higher than NN, however we once again expect that this is
because of the content separation between the CGI and the
photographs.

The results that we obtained in each of these network/testset
combinations can be seen numerically in Table 2, and graph-
ically in Figure 11. Many of the patterns we observed in the



Figure 7: Training (blue) and testing (green) loss for the AlexNet architectures finetuned on our NN (left) and
Complementary (right) training sets. Testing loss represents loss on the Easy test set. Note that overfitting
begins around 12,000 iterations.

Figure 8: Testing loss on the Difficult test set for
both networks (NN blue, Complementary green).
We see that the Complementary trained network is
unable to generalize to this test set, no matter how
many iterations we use. Peak performance for the
NN network occurs around 16,000 iterations.

Figure 9: Depicts CGI/photo separation achieved
by the finetuned features of AlexNet, after being
trained on our NN training set.



Figure 10: % accuracy for each training set (nearest
neighbor and complementary, respectively) from the
models that we chose to move forward with. This
accuracy was obtained at the optimal network con-
vergence (each at 14,000 iterations).

Figure 11: % accuracy on each testing set (easy,
medium, difficult) when classified using features
from one of our fine-tuned models (nearest neigh-
bor, complement).

unfinetuned case still hold – for example, the CGI accuracy
for a given training set is roughly equivalent across all three
testing sets, and the NN training set is able to do reason-
ably well on both the Easy and Medium datasets, while the
Complement network suffers considerably on everything but
the Easy test set.

Along with these sustained patterns, we note that finetuning
has improved our accuracy consistently across both training
sets. Most notably, our finetuning has significantly improved
our NN network’s ability to correctly classify photographs
in the difficult dataset, jumping from 29.0% to 39.7% accu-
racy. As expected, finetuning fails to notably improve our
complementary dataset, as we have only made a marginal
jump from 12.8% to 13.0%. Our poor performance on this
test set in both cases speaks to its difficulty. In addition, it
leads us to believe that – while our NN features are clearly
more generalizable, with over 3 times the accuracy of the
Complement features – both networks may still have some
dependency on content related visual cues to make their
predictions. We hope to use this dataset as a sort of bench-
mark for future differentiation endeavors, as it appears to
be a good indicator of the extent to which the network is
learning the desired domain-specific features.

It is probable that the fc7 features might produce even bet-
ter results, since they have now been finetuned for our tar-
get task. However, we opted to utilize fc6 features again
in order to have a direct performance comparison with our
un-finetuned baseline. In the future, we hope to experiment
with feature representations in the deeper fc7 layer, in hopes
that it has learned more fine-grained information that will
allow us to distinguish between these two classes more effec-
tively.

5. DISCUSSION AND FUTURE WORK
We believe that this is a very promising route for the future
of CGI/photo differentiation, and we would like to push our-
selves and these networks to obtain better results. One of
our first benchmarks is to train a network that can perform
reasonably well on the difficult dataset we have constructed,
where the staged professional photographs mimic so closely
the CGI examples that the network has seen. We would like
to amass an enlarged set of professional photography, such
that we can actually train a network on a dataset composed
of CGI and these photographs, and measure the results.

We also suspect that our results could be improved by em-
ploying a different network. The experiments in [3] show
that features obtained from a 19 layer VGG net perform
better than the features from shallower net when transferred
to a different task. Given these results, we would like to ex-
tend our scope beyond AlexNet, to experiment with the deep
features learned by VGG net [2] on ImageNet for classify-
ing real photographs from CGI. It could also be interesting
to look at the performance of features from a few different
layers of the network, to determine where the most salient
distinguishing features are being learned.

We would also like to continue enlarging and honing our
dataset, so that we can ensure challenging test cases and
high-quality benchmarks for the task. During this expan-
sion, it would be ideal to address the weaknesses of the



dataset that we have discussed, such as watermarks, high in-
terdependency of samples, and clarification of post-processing
influence. Additionally, we would like to experiment with a
truly randomized training set (rather than the complement
construction we have now) to more rigorously validate our
pipeline. Lastly, we would like to restructure our dataset so
that it is able to take advantage of a larger photographic base
and true nearest neighbor search, while also being divided
into smaller, mutually independent subsections to allow for
more thorough averaged testing results.

Additional extensions to this paper could include visualiz-
ing the features in order to understand what the network is
learning. It could also morph into a slightly different ver-
sion of the current problem, which involves the identification
of areas that have been altered in an image. In this case,
the network would seek to produce a semantic-segmentation
style output, which would highlight collections of pixels that
were inconsistent with the rest of the image in some way.
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7. APPENDIX
7.1 Known Dataset Limitations
In collecting our dataset, we encountered the following lim-
itations:

CGI Data Redundancy Due to the limited supply of pho-
torealistic CGI, and the immense time and skill costs of pro-
ducing it ourselves, we had to utilize all the data that we
were able to find, even in the event that it was highly corre-
lated or somewhat redundant. These redundancies are intro-
duced partially because we are selecting 20 227x227 patches
from each individual image. This is typically not an issue for
high resolution images (2k-4k, which is most of our dataset),
but it can be quite problematic for low resolution images,
particularly the few that measure only 400 pixels in one di-
mension. This redundancy is also introduced by the fact
that individual images typically come from larger projects,
meaning that groups of 3-10 samples are often highly corre-
lated with one another, as they represent different views or
iterations of the same scene. There was also an interesting
redundancy that we didn’t foresee, which stems from the
fact that modelers tend to share the objects they’ve created
across multiple projects or even artists. Hence, there are
certain modeled objects (such as lighting fixtures, furniture,
etc.) that show up in many otherwise unrelated instances
of CGI. We believe that these issues can only be resolved
as access to bigger and broader stores of photorealistic CGI
becomes available.

Watermarks Signatures were often present in the lower
left-hand corner of both images types, though they occurred
in CGI far more frequently. We brainstormed ways to dis-
card the affected region of the image (by manual editing,
cropping off the bottom/side, or discouraging the selection
of the lower left hand region). Ultimately, we opted not
to address this issue explicitly, because 1) manual editing
would increase time and destroy the integrity of the render,
and 2) we did not want to sacrifice valuable, usable infor-
mation that also lived in these affected regions. In practice,
we expect the random patch selection to prevent this from
becoming too much of an issue.

Content Discrepancy Photorealistic CGI content is dom-
inated by architecture and modern interior design. We tried
to combat this by 1) targeting more organic CG images,
and 2) mimicking this bias in our photographic database by
adding a number of images, as discussed above. Provided
that the content is equally skewed on both halves of the
dataset, our network should be unable to exploit particular
content to determine CGI or photo classification. Since this
is the only real concern, we found this mirrored content skew
to be a sufficient solution – although, as a larger stocks of
organic photorealistic scenes arise, it would be interesting to
see whether our network will be able to generalize to such
cases without having seen such examples.



Suboptimal Nearest Neighbor Our preliminary classifi-
cation of the images could result in suboptimal patch matches,
because each patch is limited in the number of potential can-
didates it can consider. This is particularly relevant if some
sub-section of the original image differs drastically from the
overarching semantic content (i.e., a plant in the midst of
an indoor scene), because our preemptive classification may
have separated this patch from its actual closest match. In
the future, we may attempt to rerun nearest neighbor search
without this preliminary filtering to see if our results im-
prove. However, the purpose of this matching is just to en-
sure that our network has challenging examples to learn on,
and our visualizations seem to corroborate that our matches
are satisfactory for this purpose. As such, we are not cer-
tain that it would be worth the additional time complexity;
however, it may be worth exploring.

Ambiguous Origins and Processing While we inten-
tionally selected images that were well-tagged and located
on sites specifically tailored to a particular category (CGI
or photographic), it is impossible to be 100% positive that
these labels are correct since we had no involvement in the
creation process. There are also semi-ambiguous definitions
for ”CGI” and ”photograph”, which made it difficult to en-
sure that even reasonably labeled data was of a consistent
form. For instance, we have not specified to what degree
post-processing is allowed to be present in our samples. It
is very rare that images are left untouched after being re-
turned from the camera or renderer, but the exact range of
alterations that are represented in our dataset is unknown.
Similarly, we did not address whether CG images containing
photographic elements (as backgrounds, etc.) would be per-
mitted. In reality, it would be nearly impossible to impose
such restrictions. There are also different ways to produce
such images: for instance, photoshopping the pre-rendered
objects onto the photographic backgrounds, versus inserting
the image into the modeled scene and rendering this texture
along with the rest of the image directly. Each of these is
likely to have dramatically different pixel-level properties,
but these production details are rarely specified and to the
untrained eye they may be equally convincing. Short of ex-
plicitly stating such preferences and constructing the data
samples ourselves to reflect them, we are unsure of a reason-
able way to combat these issues.


